
Lecture 5:

Analysis of Data: Empirical Eigenfunction Methods

c©
A pervasive dichotomy in science is that on the one hand one never feels that enough data has been

acquired, and on the other hand that one is overwhelmed by the immensity of the data that is available. In

the second instance the goal is to put mountains of data into human sized terms, while in the first instance

we seek means by which to leverage the meager size of the evidence.

The means for dealing with both goals are not in conflict, and there are degrees of success measured by:

refinement of data; consolidation of data; insight; understanding; and at the highest level the achievement of a

framework that constructs a theoretical model, consistent with data, and that leads to falsifiable predictions.1

Simple known notions lie at the heart of the analysis to follow. To recall these imagine some experiment

with outcomes x = {xi}, and imagine this is as a time series. Due to noise of many origins x might be

conceptualized as a random variable, and which we don’t stop to define. Three quantities of general interest

for dealing with such data are:

mean : 〈x〉 = x =
1
N

N∑
i=1

xi (5.1)

variance : σ2 = 〈(x − x)2〉 =
1
N

N∑
i=1

(xi − x)2, (5.2)

and

correlation coefficient : C =

∑
j xjyj

‖x‖‖y‖ =
(x,y)
‖x‖‖y‖ , (5.3)

which tells us how alike two data sets are. The numerator is called the covariance or the inner product.

For example if the two are proportional, yi = axi, then the correlation coefficient is unity, C = 1, and the

two series are totally correlated; knowing one series tells about the other.

1 That theoretical models leading to falsifiable predictions is the leitmotif of science was first observed by K. Popper (The Logic

of Scientific Discovery(Routledge Classics), 2002)
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In what follows the idea of various data being linked, i.e. correlated, will be exploited repeatedly for

basic analysis, in order to reduce large databases to manageable proportions. Powerful methods are available

for this purpose and we illustrate these by looking at the Stanford DNA microarray database, for yeast

genes, (“Comprehensive Identification of Cell Cycle-regulated Genes of the Yeast Saccharomyces cerevisiae

by Microarray Hybridization”, by P.T. Spellman et al., Molecular Biology of the cell, Vol. 9, 3273-3297,

1998. See also the analysis of Alter et al “Singular Value Decomposition for Genome-Wide Expression Data

Processing and Modeling”, Proc. Natl. Acad. Sci., Vol. 97, 10101-10106, 2000.) A supplement to the present

lecture contains an application to a Face Recognition database, and an application to echo-cardiogram data.

These furnish different perspectives, and if studied can only enhance ones understanding of the methods of

this lecture.

The Yeast (Saccharomyces Cerevisiae) Cell Division Cycle

Cell division occurs in virtually all forms of life and its pattern and regulation are stereotypical, although

somewhat more ornate versions than the simple Eukaryote cell considered here can occur. Discovery of the

regulatory molecules of cell division was awarded the Nobel Prize in 2001, one of the recipients being Paul

Nurse, the now President of Rockefeller University.

Figure 5.1 is a caricature of the cell division cycle (CDC). Figure 5.2 gives a sample of the data for yeast,

given as Figure 1A of Spellman et al.

G1 SYNTHESIS G2

Fig. 5.1: Caricature of Mitosis



Lecture 5: Analysis of Data: Empirical Eigenfunction Methods 77

Fig. 5.2: The vertical coordinate represents ∼ CDC genes and the horizontal represents

time. The four columns Alpha, cdc15, cdc28 & Elu represent results obtained by four

different methods of initially synchronizing the CDC.

In assembling Figure 5.2 Spellman et al. have done the hard work of refining their extensive laboratory

investigation in two important ways. First through a variety of methods they have determined that of the

roughly 6000 yeast genes, about 800 participate in the CDC, and we can assume that the rest are employed in

the housekeeping duties of being a yeast cell. Only the top 800 CDC genes are listed vertically in the Figure 5.2

at the left and are represented in the 5 sub-epochs shown at the right. Red represents high expression, green

less expression and black, lack of expression. This brings us to the second important analytical refinement

of the data. The authors arranged the genes as they successively participate in the CDC, and therefore as

indicated in the figure the data appears as a traveling wave, the horizontal represents time. The cell division

cycle consists of synthesis (S) and mitosis (M) separated by what is termed gaps (G1 & G2), indicated as

the righthand vertical.

In more detail:

M. Mitotic. The M Phase is relatively brief in time.
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G1. Gap or Growth. This is the start of preparation for the next cell division, during which the call prepares

for DNA synthesis by appropriate biochemical activities.

S. Synthesis. DNA synthesis commences until the amount has doubled so that the chromosomes have repli-

cated into sister chromatids.

G2. This is the interim phase before mitosis. During this phase microtubules required for mitotic spindle

assembly takes place.

Another post-mitotic phase, not really part of the CDC and not shown, is G0, refers to possibly long

quiescent periods. During this phase cell repair may take place, or senescence. The regulatory molecules

mentioned above are of two main types cyclins and cyclin-dependent kinases (CDKs). Each of these are

inactive until a cyclin is bound to a CDK which marks the start of an appropriate biochemical reaction. The

states of two cyclins cln3 (G1) and cln2 (M) are shown in Figure 5.2

Actually Figure 5.2 depicts four different experiments: Alpha; cdc 15; cdc 28; Elu. As might be expected

synchronization of the population of yeast cells is required in the experiment, and the four columns of traveling

waves represent the four different ways that Spellman et al. induced the needed degree of synchronization.

We will consider only the first of these, the focus of Alter et al. who analyzed the data by methods related

to the analysis we consider.

In Figure 5.3(A) the alpha data is shown in raw form, not in the organized form shown at the right

of the figure (B). The database for the raw form is available on the website as Alpha800.mat. It will be

a later exercise for you to appropriately unscramble the data to get (B). Before developing the tools for

accomplishing this we consider a model problem.
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Fig. 5.3: (A) The top 800 genes in the yeast CDC ordered vertically according to their

appearance in the CDC. The horizontal axis marks time in each of the four assays

displayed here. (B) Ordered by ascending phase.

A Toy Model

The cases depicted in Figure 5.2 appear as traveling waves. A simple example of this kind is given by

h(x, t) = h(x − t) ≈ 1.1 +
4
π

{
sin 2π(x − t) +

sin 6π(x − t)
3

}
(5.4)

where

0 ≤ x ≤ 1 (5.5)

and

0 ≤ t ≤ k. (5.6)
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Fig. 5.4: SqWave.m based on (5.4)

Figure 5.4 shows an M-file for creating the traveling wave of Figure 5.5. The file itself, SqWave.m, can be

downloaded from the website. An illustration is shown in Figure 5.5(A). The middle panel, (B), as can be

seen has some noise added, and the last panel, (C), has the rows of (B) randomly permuted. To obtain (A),

x was sampled at N = 100 points, t was sampled at M = 24 plus t = 0 and k = 4/3 so that the unit period

is covered 1 1/3 times. (B) was obtained by adding roughly 2% of random noise. Finally to obtain (C) the

rows of (B) were randomly permuted using randperm.

Exercise 5.1. Follow the steps just given to obtain the three images of Figure 5.5. imagesc was used to

obtain this figure. I tried to obtain the color code of Figure 5.2 but failed to adjust it. (Also for Figure 5.3.)

Perhaps you can do better. Download SqWave.m, ScrambleWave.m, NoiseyWave.m

All the data matrices whether in Figure 5.2, Figure 5.3 or Figure 5.5 are in general non-square matrices.

Any of these might be designated by S, an N × M matrix, say, in accordance with Figure 5.3, as columns

of gene expression vary in time - across rows. The rows of S appear in random order, as they do in several

of the illustrations. As a warmup problem to obtaining the right panel of Figure 5.3 from the left panel we

will consider Obtaining (B) from (C) of Figure 5.5.



Lecture 5: Analysis of Data: Empirical Eigenfunction Methods 81

Fig. 5.5: (A) Traveling wave, (5.4), for which x is the vertical, and t is the horizontal

variable; (B) Noise added; (C) Scramble rows.

The Lagrangian

We begin with a short mathematical digression. Suppose we want to extremize a criterion function C(x, y)

subject to side condition S(x, y) = 0 say. Since there is a side condition on the extremizing of C, this is called

a constrained extremal problem. To understand what needs to be done consider the very simple problem of

extremizing (max or min)

C = x + y (5.7)

subject to the side condition

S = x2 + y2 − 1 = 0. (5.8)

The criterion function C, (5.7), is for different values of C, a family of straight lines of negative slope, −1,

in the (x, y) plane, as shown in Figure 5.6. Also shown is the constraint, (5.8), which is just the unit circle.
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Fig. 5.6: 3-D plot of z = C = x+ y. The (x, y)-plane shows the level lines of C.

If we imagine making an excursion around (5.8) we see that C varies from −√
2 to

√
2 and clearly the

maximum C =
√

2 occurs at (x, y) = ( 1√
2
, 1√

2
), and the minimum is −√

2, at −( 1√
2
, 1√

2
). The important

thing to observe is that the normal to the side condition, (5.7), coincides with the normal to the criterion

function at the external points. Since C = x + y we must have

∇(x + y) = λ∇(x2 + y2 − 1), (5.9)

where λ is a proportionality constant.
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Fig. 5.7: A more complicated situation showing that the normals line up for an ex-

tremum.

Figure 5.7 depicts the circumstances when the criterion function is

C = x3 + y (5.10)

and the constraint is S = 4x2 + y2 − 1 = 0. Formally, one forms the Lagrangian

L = C − λS (5.11)

and the extremal problem is formulated as

∇L = 0

∂L
∂λ

= 0 (5.12)

The first of these yields ∇C = λ∇S, (5.9), and the second is the constraint.

More generally for a criterion function C and constraints Si(x) = 0, i = 1, ...,M the Lagrangian is

L = C −
M∑
i=1

λiSi (5.13)

and the extremum satisfies
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∇L = 0 (5.14)

and

∂

∂λi
L = 0 i = 1,M (5.15)

It should be observed that the last just yields the set Si = 0.

Singular Value Decomposition (SVD)

Returning to the problem, recall that in Lecture 4 we pointed out that we said that a matrix liked its

own eigenvectors, i.e., this was its best coordinate system, and we now have something similar in mind.

For any of the datasets, S, each row constitutes an observed time history. Specifically

ri(j) = Sij (5.16)

is the ith response with the time history given by j = 1, 2, ...,M . Next we can ask the question “is there a

best vector w?”, say wj = wi(j), best in the sense that ri projected on it

∑
j

ri(j)w(j) = Sijwj (5.17)

where squared and averaged over all the responses yields a maximum. Equivalently we can maximize the

criterion function

C = (Sw,Sw). (5.18)

Clearly C is large if w is large, and therefor w must be constrained. We envision w becoming the first of a

new system of coordinates and so adopt the side condition

S = ‖w‖2 − 1 = 0 (5.19)

It therefore follows that we should form the Lagrangian

L = C − λS, (5.20)

and extremize it. Since the steps are almost the same as in the least squares procedure (4.38) we can

immediately say that this results in

Dw = S†Sw = λw, (5.21)
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with |w| = 1. It is at least intuitive that w corresponds to the largest eigenvalue, which we denote by λ1,

and w1 for w.

Exercise 5.2. Obtain (5.21) and show that λ ≥ 0, and that C is a maximum for the largest eigenvalue.

To get the next coordinate, say w2, we can remove w1 from each row of S and then continue. To do it all

at once consider

S2 = S − (Sw1)w1† (5.22)

and clearly if we multiply this by w1 on the right then

S2w1 = 0. (5.23)

Therefore we want to maximize (S2w2,S2w2). This can be repeated and the procedure, known as deflation

of a matrix systematically removes the elements. For convenience we write

Sw1 = μ1v1 =
√

λ1v1 (5.24)

so that

S†v1 = μ1w1 (5.25)

and therefore

SS†v1 = λ1v1. (5.26)

Note that SS† is a symmetric matrix, and as shown in Lecture 4 the eigenvectors of it can be taken as

orthonormal. Equation (5.25) in index notation can be written as

wi =
1
μ1

Skivk (5.27)

and has the interesting interpretation that the “best” time history is an appropriately weighted sum of all

time histories.

If we continue in this way we completely deflate S to get

S =
∑

k

μkvkwk†. (5.28)

In fact {vk} and {wk} are the orthonormal vector sets generated from the symmetric matrices (5.26) and

(5.21). Note that for each term of (5.28)
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Φk = vkwk† (5.29)

is a very degenerate N × M matrix having at most one independent row or column.

Observe that if μk(≥ 0) fall into two classes, large and small, then we can reduce the dimension of the

description, sometimes substantially.

Another Approach

Alternately we can start with (5.28) as a conjectured representation. Then multiplying (5.28) from the left and right

appropriately it implies

1

μk
(vk,S) = wk† or

1

μk

�

i

viSij = wk
j (5.30)

and

1

μk
(S,wk) = vk or

1

μk

�

l

Silw
k
l = vk

l . (5.31)

If we, for example substitute from (5.31) for vk
i into (5.30), we obtain

�

i

�

l

SilSijw
k
l = (μk)2wk

j , (5.32)

and in boldface notation

S†Swk = λkwk (5.33)

where λk = μ2
k. Or if we perform the substitution in the reverse order

SS†vk = λkvk (5.34)

The matrices SS† and S†S are symmetric, as we saw in our discussion of least squares. We recall that symmetric matrices

generate a complete set of eigenvectors, so {wk} and {vk} are each orthonormal. Since λk = μ2
k ≥ 0, the matrices SS† and S†S

are said to be non-negative Therefore the decomposition proposed by (5.28)is justified. (If S is symmetric, then clearly S† = S

and (5.34) seeks the eigenvectors of S2 which are the same as S, but the eigenvalues are the squares of S’s eigenvalues.) If we

multiply (5.33) on the left by wk we obtain

λk = ‖Swk‖2 (5.35)

and therefore λk has the interpretation of measuring the importance of the wk-direction, and is sometimes said to be the energy

of the wk-mode.

In view of (5.30) and (5.31) it is not necessary to solve both (5.33) and (5.34), one determination is sufficient. Clearly, one

might then choose the one that is the smaller of the M or N problems. Which brings up the question of what happens if we

solve the larger problem. In view of the form (5.28), for this to make sense if N > M then the larger problem must have at

least N −M zeros, and this is the case.

Another useful observation, from (5.30) and (5.31), is that w is an admixture of the rows of S, while v is an admixture of

the columns of S.

We have therefore proven the existence of the form (5.28). It can also be written as
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S = VDW† (5.36)

where V is unitary as is W and D is diagonal with perhaps (many) zeros in the diagonal. The decomposition of (5.28) or (5.36)

is called the Singular Value Decomposition (SVD) and you might ask ”So what?”. In a moment you will see how it is a powerful

tool for analyzing data. In Matlab [V,D,W]= svd (S) gives the elements of (5.36)

Data Analysis

To proceed with the model problem (and eventually) with the yeast data it suffices to simply deal with

S†Sw = λw (5.37)

which is the smaller of the two problems, i.e. solving for {wj} versus solving for {vj} .

Later in this Lecture we include as Supplementary reading investigation of a database of human faces. Each row vector of

the data matrix, S, can be transformed into a face that represents pixel gray levels at its O(104) elements. Since the database

contains several hundred faces it clearly makes more sense in this case to consider SS† instead of (5.37). This is known as the

Method of Snapshots.

If (5.37) is applied to the data of Figure 5.5(C) the first three eigenvectors are shown in continuous and

discrete form in Figure 5.8 (A). That they are sinusoidal is not surprising, the surprise is that the first is

not a constant, and the next, a cosine & sine, are not of equal amplitude. A little thought should convince

you that it is due to the fact that the time period is 4/3 is not unity, the underlying period.
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Fig. 5.8: (A) μ1w1, μ2w2, μ3w3 for the scrambled case, Figure 5.5(C); (B) Same as

(A) but with Figure 5.5(C) extended to 2 periods, see text.

A simple expedient in the case of the toy problem would be to throw away columns 26-33, i.e., just look

at one period. But in general this approach throws away (valuable) information, and for our toy model since

we added noise this is also true. An alternative is to assume (force) periodicity and add the missing 2/3 of

a period just by duplicating it from the first period. This is what was done to get Figure 5.8(B), with the

augmented data, AugS, now extending over two periods.

The next step in the analysis is to unscramble the data in Figure 5.5(C). It is clear that w1 accounts for

the pedestal that appears in (5.4) and removing from the data is equivalent to removing the time average

of (5.4). By inspection it is also clear that w2 is just the sine and w3 the cosine over the two periods of the

augmented data, AugS.

The augmented matrix AugS may be regarded as a fuzzy version of h(x, t), (5.4), because of the noise

that was added. In continuous terms we can write w2(t) & w3(t) for w2 & w3. In such terms the projection

of the data onto w1 & w2 can be written as

∫ 2

0

h(x, t′)w2(t′)dt′w2(t) +
∫ 2

0

h(x, t′)w3(t′)dt′w3(t)

≈ α(x) sin(2πt) + β(x) cos(2πt). (5.38)
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this says that for each x an admixture of sinusoids is a good approximation. Another way of writing the

trigonometric term (5.38) is

α(x) sin(2πt) + β(x) cos(2πt) =
√

α2 + β sin 2π(t + φ(x)) (5.39)

where the phase is

φ(x) = tan−1 α

β
. (5.40)

The goal at this point is to reorder the rows of h for descending phase.

Exercise 5.3 (Special). (a) Follow the steps of the above and obtain Figure 5.8.

(b) Plot w4 and w5. Explain their form.

(c) Order Figure 5.5(C) by descending phase according to (5.40). Hint: Use sort (φ,’descend’) to get correct

row index and use it to unscramble the image. The resulting image should be the same as Figure 5.5(B).

(d) Download Alpha800.mat. This gives Figure 5.3(A). Use this to generate Figure 5.3(B) using the above

procedures.

A Generalization

It is of interest to consider the continuous version of our deliberations. For this purpose we consider S(x, t)

say 0 ≤ x ≤ 1 and 0 ≤ t ≤ 1 as the continuous version of the data matrix. We then ask for a system of

functions {wn(t)} such that

∫ ∫ 1

0

(
S(x, t) −

N∑
n

an(t)wn(t)
)2

dxdt (5.41)

is minimized. If

C(t, t′) =
∫ 1

0

dxS(x, t)S(x, t′) (5.42)

then it is found that

∫ 1

0

C(t, t′)wn(t′)dt = λnwn(t) (5.43)

which since (5.42) is the continuous version of S†S should be no surprise. Alternately, if

K(x, x′) =
∫ 1

0

S(x, t)S(x′, t)dt (5.44)

then

∫ 1

0

K(x, x′)vn(x′)dx′ = λnvn(x), (5.45)
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is the counterpart of (5.26).

Note that (5.42) is computing all temporal correlations and (5.44) all “spatial” correlations.

This discussion gives us a different perspective of SVD. It tells us that of all the coordinate systems that

we might choose to describe the database, S(x, t), the optimal one is that furnished by the SVD coordinates.

Optimal is in the sense that, for a given N , the smallest error is made on average with this coordinate system.

It gives us the most compact representation of the data. The elegant decomposition that we hypothesized

at the outset, (5.28), can be now viewed as a consequence of seeking this optimal basis. Another observation

is that this optimal coordinate system is actually generated by the data itself, i.e., the coordinate system is

intrinsic to the database.

Elective Exercise. alphaCDC.mat on the website contains all 6,179 yeast records, a 6179 × 18 matrix.

In principle you can apply the analysis of this Lecture to this data. There are some (minor) problems, but

something interesting might emerge.

(a) the matrix contains some blanks. In the matrix these will be listed as NaN . Simple interpolation between

adjacent cells is sufficient. If there are adjacent NaN cells or end NaN cells, use something else. You must

fill all empty cells!

(b) From Exercise 5.3 or Spellman et al., you can obtain the period. Extend the data to two periods as in

this Lecture.

(c) Perform eigenanalysis on the resulting 18 × 18 matrix, (5.37).

(d) w2 & w3 should be the most interesting. Is there anything in w4,w5,w6, ...?

(e) vk = 1
μk Swk is now very interesting since it gives an objective method for determining the “top” CDC

genes.

Supplementary Material (Optional) The Rogues Gallery Problem 2

The class of faces is “remarkable for its variety as for its nagging persistence.” –John Updike (The Talk of the Town, November

17, 1962)

Consider the representation and identification of human faces. We only address the simplest problem which deals with full

frontal poses. Nominally a recognizable face is adequately represented by 100 × 100 = 104 pixels, where each pixel can be

specified by one of 28 = 256 gray levels. Figure 5.9 shows two examples.

2 Sirovich, L. and Kirby, M. Low-dimensional procedure for the characterization of human faces, Journal of the Optical Society

of America, 4:519-524, 1987.
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Fig. 5.9: Example of two faces of the Famous Face data set.

Images might be acquired under uncontrolled conditions and normalization becomes an issue. To deal with this note that

specification of gray level, is basically a consequence of the reflectivipy (i.e. what we see at a pixel is its reflectivity multiplied

by the illumination falling on the object). Lets forestall any debate on the topic and just adopt a normalization which confers

the same total reflectance for each image. Therefore, if we move far away from any normalized face it will appear to be the

same gray blur.

Suppose an ensemble of faces {fij(t)}. Here t is the index (say the time stamp at acquisition) of the face and fij(t) is the

gray level at the i, j pixel. Then we can normalize so that

�

ij

fij = 1, (5.46)

i.e., the total reflectance is unity, or for that matter any constant, for all images. In a moment we will apply SVD to the database

{f(t)}. But first in order to do this we must convert the ensemble which is a third order tensor (time stamp, plus two indices

for the pixels), to a matrix on which SVD can be applied. We concatenate the rows of each image to turn the image into a

vector. In Matlab, the command reshape does the trick. Next construct

S =

�
�����

f1(1) →
f1(2) →
f1(M) →

�
�����

(5.47)

which then yields an N ×M matrix for S, comprised of all the N faces of the ensemble. There are three face datasets on the

course Webed website for use in homework and projects. One is made up of Females and the other Males, and one that is

termed Famous Faces.
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The databases have been further normalized in two ways: 1) Background has been masked out; (2) eye position and inter-eye

distance are fixed. For the Female set the matrix is ≈ 350×3000 and for the Male set the matrix is ≈ 550×3000. Actually, each

of the numbers members was doubled by including mirror images of each face (gotten by reflecting in the vertical midline). As

will be seen this confers a symmetry on the problem.

Fig. 5.10: First ten male eigenfaces

For the Male-population Figure 5.10 shows the first 10 spatial eigenfunctions, dubbed eigenfaces. Note that these are odd

or even in the vertical mid-line. As mentioned earlier, symmetry is imposed on the database by the inclusion of mirror images.

A consequence is that half the eigenfaces are odd and half are even. If we go back to (5.21) we see that eigenvalues {λn} are

such that

λn =
�

x,t

(φn, S)2 (5.48)

and therefore measure the energy or variance important measures of the corresponding eigenface. Eigenvalues customarily

appear in descending order of importance. Thus, Figure 5.10 contains 10 most important eigenfunctions. It is intuitive, and can

be shown, that the first eigenface is close to the average face. [In many circumstances, the mean image is subtracted from each

member of the ensemble, in this case it is common practice to call the procedure Principal Components Analysis, PCA, instead

of SVD.]

In Figure 5.11 we see the last five eigenfaces for the Male-population and as is clear these represent noise.
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Fig. 5.11: Last 5 male eigenfaces.

In view of such eigenfunctions one may ask ”how many eigenfaces does one sensibly need?” To address this consider Figure

5.12 which plots lnλn versus ln n. As indicated this curve of eigenvalues is well-fit by two straight lines of slope −1.36 and

−2.8, and therefore two power law behaviors appear to be relevant. Since the slope −2.18 line goes through the noisy eigenface,

it is plausible to regard this as the noisy leg, and therefore the slope −1.36 as the signal portion. The two straight lines cross

at N∗ = 180, which suggests this as an estimate of the number of significant eigenfaces, or the dimension of the space.

Fig. 5.12: The spectrum for the Male population in log-log form.

To assess this consider Figure 5.13 which shows a typical face from within the population with a series of approximations,

compared with the original image.
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TYPICAL IN-ENSEMBLE FACE

Fig. 5.13: A typical in-population face, upper left reconstructed with 33, 66 & 100 eigen-

faces.

As another consideration we can see how well we do with faces not in the population and this is shown in Figure 5.14

HOW GOOD IS THE FIT. TAKE ARBITRARY FACE NOT IN-ENSEMBLE

Fig. 5.14: An out-of-population face reconstructed with 100 & 280 faces.
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Finally, a couple of cautionary remarks. The problem of representing/identifying a face is a task that is accomplished in

a space of O(104) dimensions and we have, by the use of eigenfunctions been able to reduce this to O(102) dimensions. In

considering the pure pixel space representation we give up the naturally occurring correlations between neighboring pixels. In

forming K(x,y) we factor in all correlations between pixels which accounts for the dimension reduction. In focusing on faces

we give up on identifying the large class of visual objects. This is illustrated in the next figure.

Fig. 5.15: [Monkey face approximation] A monkey face appears at the left. Its approxi-

mation by all 280 eigenfunctions appears next and by 100 at the right.

Dynamics

An issue that deserves more discussion is the role of the time-like index t. As a little reflection reveals, if the sequences of

facial images is shuffled, the eigenpictures ϕn(x) remain the same. This invariance of ϕn under shuffling is of course not true for

the an(t), each of which in fact undergoes a predictable shuffled time course under the transformation. For the Rogue’s Gallery

Problem the order in which we acquire pictures is of no consequence, and hence the coefficients, {αn}, are of dubious value.

However, in many applications the time course is important since it may reflect the dynamics underlying the phenomenon. In

such cases the dynamical evolution of the model coefficients {αn(t)} takes an importance equal to the modes {ϕn} themselves.

To illustrate situations in which dynamics is important consider Figure 5.16 which shows a succession of images of a cross-

section of the human heart. A heartbeat takes place roughly every second, and for the transesophogeal records shown 30

frames/sec are captured. For simplicity every other image, fifteen in all, are shown. Therefore in the short span of a minute and

a half about 2500 frames are accumulated.
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Fig. 5.16: Echo-cardiogram snapshots. Fifteen ECG snapshots spanning approximately

1 second (i.e., about a single beat). Time runs along rows from top to bottom. The

lunate region at the left represents the right ventricle. It is separated from the right

atrium, which is just above it by the tri-cuspid valve. Similarly, to its right we see the

left ventricle and above it the left atrium, with the mitral valve connecting the two.

The eigenfunction analysis of this collection of frames produces a spectrum of eigenvalues which indicate that only 10-20

eigenfunctions are significant. The first six eigenfunctions are next shown in Figure 5.17.
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Fig. 5.17: Principal six eigenfunctions, ψn(x) from an ECG record.

Of principal interest in this section are the projections of the eigenfunction on the data. If we denote the full record of echo-

cardiogram records by f(x, t) then

αn(t) = (f(x, t), φn)x (5.49)

records of the time histories of the coefficients {an}. Figure 5.18 displays the time histories of the coefficients corresponding to

the six eigenfunctions depicted in Figure 5.17.
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Fig. 5.18: Modal coefficients, an(t), corresponding to the principal 6 eigenfunctions. The

first 10 seconds of an 85 second record are shown

Note that the time histories, an(t), show a resemblance to EKG records normally recorded in clinical heart studies. However,

these two types of records are fundamentally different. EKGs, by their very nature are temporal records of electrical activity

inherent in heart activity. By contrast, the records of Figure 5.18 depict the time histories of modes that describe the mechanical

activity of the heart. EKG records and those shown in Figure 5.18 are complementary in content.


